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I INTRODUCTION 

Visual perception performed by computers is classically decomposed as a chain of 
processes, following the sketch represented on Fig. 1. 

Low-level image processing is meant to extract pertinent informations like edges and 
regions, depths, movements... The processed objects (images) are characterized by their 2- 
D topology, the local nature of inter-pixel correlation, and the a priori even distribution of 
information among pixels. Low-level processes are thus shift-invariant with supports 
limited to small neighborhoods. They can hence take great advantage of specific computer 
architectures featuring massive spatial parallelism and simple processor interconnections 
(limited to the closest neighbors). 

Once the information from the original image has been filtered and concentrated into 
structural or semantic knowledge, the 2-D topology disappears. This is where high-level 
processing starts. The objects become arbitrary graphs, whose processing on 
multiprocessor architectures poses serious connectivity and programmability problems. 

H 
Figure 1 : The Computer Vision Chain. 
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Embedding complete vision processes (from acquisition to decision) requires 
considerable computationnal power. This is why a lot of work has been successfully 
devoted, for about ten years, to design specific image processing digital architectures, by 
exploiting the peculiarities of the algorithms (as mentiormed hereabove). However, today's 
performances of computer vision systems remain limited compared with those of existing 
biological visual systems. Several order of magnitudes still separate them. The 
development of novel concepts is required to fill the gap faster than would allow the 
regular increase in scale of circuit integration. 
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II THE "RETINA" CONCEPT 

In other words, the improvements of VLSI techniques must be exploited in a qualitative 
fashion (instead of merely utilizing the increase in speed and density). In particular, today's 
submicronic technologies are likely to allow a rapprochement between acquisition and 
processing. Bringing together the first three links (shaded area on fig.l) of the "computer 
vision chain" is compatible with the topology of the processed objects and leads to the 
design of so-called "smart sensors". 

For the last few years, we have been involved in the implementation of a rough but 
complete and real-time type of vision on such smart sensor. As shown in [1 ], we have come 
up with a "human-size" vision machine, intimately associating optoelectronic devices with 
analog-to-digital converters and minimal digital processors (about only 30 transistors), to 
be integrated on a single monolithic CMOS circuit. We call it a "retina". 

Our retina circuit thus can be viewed as a stack of 3 intermixed functional layers : 

SIMD Array of Cellular 1-Bit Processors. 

Optoelectronic Devices (Photodiodes). ~ ~ ~ 

Figure 2 : The Retina Circuit (monodimensional cut). 

While certainly closer to existing biological visual systems, the "retina concept" features 
numerous and fruitful advantages : 

- The classical serial bottleneck separating acquisition from processing is replaced by a 
parallel conversion layer. Instead of artificially breaking and then reconstructing the 2-D 
topology (because of limited I/O bandwidth), the analog-to-digital conversion is 
harmoniously "sandwiched" between analog acquisition and digital processing. 

- The A/D conversion is non-standard. Image sequences are known to be locally 
correlated both in the space and time domain. This can be advantageously exploited to 
encode the analog image flow into compact digital representations. For the sake of 
topology, this naturally led us to a binary image representation, based on a one-to-one 
mapping between analog and binary pixels. If the sole spatial correlation is taken advantage 
of, the analog-to-binary encoding procedure is called "halftoning". We will show in section 
IV this can be neatly implemented in silicon. 

- As far as the digital layer is concerned (the top one on fig.2), the choice of a binary 
image representation is the crux of the matter. First, the maximization of computationnal 
power at fixed implementation cost is likely to strongly benefit from the boolean nature of 
the quantized images. The complexity of a processor as a function of the number of bits it 
processes is at least quadratic (e.g. for a multiplication operation). By its deep 



218 

homogeneity, the binary representation (lbit/pixel) allow the use of really "bare" monobit 
processors (about only 25 transistors). Their interconnection with their four closest 
neighbors turns the top layer into a cellular mesh array that can implement any shift- 
invariant boolean function (cf [2]). The larger the function support, the longer its 
computation. The function support is indeed scanned thanks to iterative image shifting. So 
supports are practically limited to local neighborhoods. This is why we have called those 
boolean operators : NCP's, standing for neighborhood combinatorial processings. 

- NCP's are well-adapted to low-level image processing. Moreover, for the early and 
real-time type of vision we want to implement, we have also shown that NCP algorithms 
results can be output from the retina in a concentrated fashion (such as the image integral, 
higher order moments, or sparse pixel coordinates) thus avoiding a potential 
communication bottleneck with the extemal world. 

- Last but not least, the binary representation provide a fruitful duality between 
operators and objects. Any NCP can be interpreted as the alternative recognition of a set of 
boolean patterns. On the one hand, any image portion inside the retina is a potential NCP 
pattern. On the other hand, any pattem can be processed as an image inside the retina. This 
confers autoprogrammation abilities on the retina, which are of particular interest for 
tracking purposes (cf [2]). 

- Though halfloning can be considered as an unavoidable quantization operation 
implying a loss of information, that has to be minimized with respect to some peculiar 
signal processing criterion (as we do in section IV), it actually acts as a filter, which can 
enhance specific features (such as edges [3], regions, movements [4], optical flow [5], 
depths...). The filtering characteristics strongly influence the NCP algorithms to be used, 
and determine the "retina vision". Processing inside the retina thus appears as a close 
cooperation between an analog layer and a boolean one. 

- By the massive parallelizafion of both information flows and processings, operations 
inside the retina are brought closer in space and time. This too emphasizes the interest of 
bidirectionnal (instead of only bottom-up) information flows, because the top-down 
feedback can be fast enough to ensure certain convergence properties. For example, a 
complex problem like matching successive images of a scene, is reduced to its simpler 
expression when the sampling frequency is high enough. 

III TOWARD A PROGRAMMABLE NEURAL SENSOR ... 

Biological inspiration has played an significant role in the definition of our retina. It is 
not surprising to notice that the whole structure and in particular the conversion layer 
(initially kept to its simplest form for compactness care) can take full advantage of the 
computationnal abilities of highly interconnected analog neural networks. In fact, all the 
ingredients seem to be gathered for the design of a programmable neural sensor : 
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- Once again the homogeneity of the binary representation is determinative. The even 
distribution of information over all bits (each neuron will support an information of 
physically equivalent importance) has a direct influence on the "energetic landscapes" used 
in early vision optimization problems, as presented in [6]. This especially prevents local 
minima from being too shallow and hence improves the performances of neural 
computations. A well-know counter-example is the 4-bit A/D converter studied in [7] and 
[8] where the presence of such undesirable local minima is put in evidence. 

Fully interconnected analog neural networks are often fatally handicaped by the 
implementation cost of the interconnection network, which keeps the number of 
implementable neurons on a monilithic chip down to ridiculous values (a few tens) 
compared to existing biological systems. As shown in [9], we got round the difficulty by 
exploiting the natural interaction embedded by an appropriate physical phenomenon 
implementable in silicon. The shift-invariance and the radially decreasing shape of the 
inter-pixel correlation were important hints to make the right choice : the further apart two 
pixels, the weaker must be their interaction. This naturally led us to current diffusion in 
resistive sheets (continuous version) or grids (discrete version), subject to a uniform 
resistive leakage toward ground. As mentionned in [4], simple resistive diffusion networks 
(as shown on fig.3) are indeed a boon for our purposes. They implement at low cost 
(especially when using switched capacitors) a most valuable family of shift-invariant 
synaptic weights depending on a sole parameter : the ratio between diffusion and leakage 
resistors. In any case, the implementation cost is linear with respect to the number of 
neurons. We have also theoretically proved the optimal character (from a signal processing 
point of view) of the corresponding convolution kernels in [10]. 

..... ~ [~ Xi-1 [~Xi ~Xi+l ~Xi+2 ~ 

Figure 3 : A Resist ive  Di f fus ion  Network.  

- Non-linearities are the indipensable counterpart of linear synaptic interconnections. 
We have shown in [9] that hysteresis inverters or Schmidt Triggers (see rigA) naturally 
balance the positive feedback of each neuron on itself (diagonal weights in the synaptic 
matrix) when the interconnection is implemented thanks to current diffusion. Besides, the 
width of the hysteresis directly rules the convergence properties of the network. Ideas 
developped in [8] corroborate our approach. 

~ Hinv  ~---'~Hysteresis 
\/g Inverter 

• - ~ Symbol. 
Figure 4 : The Hysteresis  Inversion : a Fundamental Non-Lineari ty .  
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- The three previous remarks are the key points which allowed the ultra-small 
implementation of a high quality neural halftoning technique, that we are going to describe 
in the next section. But our retina has other strings on its bow. While current diffusion 
implements a fairly isotropic and local interconnection within the conversion layer, NCP's 
can be used within the top boolean layer to implement a wide variety a programmable shift- 
invariant non-linearities, including anisotropic ones. This might be fruitfully exploited 
(e.g. to take into account the line processes introduced in [11]). Moreover the synchronous 
aspect of NCP's is consistent with the use of switched capacitors inside the analog network. 
In any case, the existing balance between analog and boolean computations inside the retina 
can still evoluate toward a better cooperation between them. 

IV THE "HALFTONING" CASE 

Halftoning techniques deal with the bilevel rendition of continuous tone pictures. 
Though it is, for us, a peculiar analog-to-digital conversion allowing further boolean 
image processing, halftoning is also essential for all bilevel displays or printers. 

The retina structure requires a fast and parallel halftoning technique with good fidelity 
at low implementation cost. Unfortunately, among all halftoning techniques existing in 
I986, none was meeting all these constraints. A state of the art canbe found in [12] and [13]. 
Error diffusion methods, considered to be the best, were inherently sequential, hence 
useless for us. Ordered dither (cf [14]) was the only "cheap" parallel technique (cf [15]), 
but with quite a poor fidelity. 

Since then, we have kept halftoning as a first general-purpose milestone for the 
conversion layer of our retina (cf fig.2), toward a more advanced vision system. As 
reported in [9], analog neural networks provide a very attractive alternative to the 
halftoning problem. But the presented technique was still fairly space-consumming with 
respect to NCP processors (top layer on fig.2). So we have concentrated on the 
simplification of our technique while keeping a fully interconnected neural network and 
comparable performances. We have now come up with an optimally small analog CMOS 
cell, and quite surprisingly the correlative modification of our energy approach has 
improved the quality (and our theoretical understanding) of the halftoning procedure. 

IV.1 A novel energy approach 
The retina structure provides a one-to-one mapping between analog pixels (bottom layer 

on fig.2) and binary pixels (top layer on fig.2). 
So, for any site in the retina array, whose index is k (k ~ Z 2, where Z is the integer set) : 

- An analog signal X(k) e [0,1] is received from a photosensitive device. 
- A binary information B(k) ~ {0,1 ] is produced by the hatftoning conversion. 

We want to keep B close to X according to a tonal/spatial fidelity criterion. 2A- 
modulation of 1-D signals is a closely related signal processing tool, which has directly 
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inspired the halftoning error diffusion techniques. We have recently shown in [10] that a 
frequency interpretation of 1-D error diffusion provide a nice way to extend the method to 
2 dimensions without introducing an arbitrary order on the set Z 2. The corresponding 
criterion is a frequency weighted squared error between X and B. The weight is mainly 
distributed within low frequencies, such that the quantization noise is "pushed" toward high 
frequencies, where it does not affect the quality of halftoned images. Through Parseval 
equality, it is mathematically equivalent to perform the minimization of the following 
quadratic energy E ( .  stands for image dot product and * for convolution product) : 

E = 1/2. [ L*(B-X) ] .  [ L*(B-X) ] 

L must be considered as an intermediate convolution kernel whose coefficients are 
related to the above frequency weights through Fourier transform, but we will mainly use 
the kernel K = L 'L,  which is of immediate meaning for the actual implementation of the 
procedure. 

The minima of E belong to the discrete state space {0,1 } Z2. Such a high dimension (the 
number of pixels) makes global minima difficult to reach. Anyway, because of the 
homogeneity property we mentionned in section III, first-order local minima are of good 
quality. We now characterize them mathematically. 

For a given X, the binary pixels B(i), ie Z 2 are the only variables of the minimization. 

Once a local minimum has been reached, a variation AB(i) of B(i) in a unique site i brings 
about a raise in energy AE. Through simple algebraic computations (where K(0) is the 
central coefficient of kernel K) : 

E = 1/2. [ K*(B-X) ] .  (B-X) 
AE = A[ (K*B).B - K(0).B.B ] + K(0)/2. A[ B.B ] - A[ (K*X).B ] 
AE = [ (K*B)(i) - K(0).(B(i) ] .  AB(i) + K(0)/2. AB(i) - [ (K*X)(i) ] .  AB(i) 
A E  = [ (K*(B-X))(i) - K(0).(B(i)-I/2) ] .  AS(i) > 0 

The binary nature of B(i) yields B(i) = H(-AB(i)), where H is the step-function (also 
called Heaviside function) defined by : x<0 ~ H(x)=0 and x>0 ~ H(x)=l. We derive : 

(Vie Z 2) B(i) = H [ (K*(X-B))(i) + K(o).~(i)-l/2) ] .  

This leads to a static functional equation characterizing local minima (o stands for 
composition): 

B = H o [ K*(X-B) + K(0).(B-1/2) ] .  (1) 
Another way to characterize local minima is to present them as fixed points of a 

particular transformation. This has the advantage to give a potential contruction 
procedure. In our case, iterations of transformation B -, H o [ K*(X-B) + K(0).(B-1/2) ] 
under the asynchronous assumption (time independent commutations, negligible 
propagation delays) on an arbitrary initial image bring about a monotonic decrease of the 
energy. This insures the convergence towards stable states as shown in [16]. 

The step-function non-linearity can be easily implemented with CMOS inverters. 
However, the last term in the iteration B --,B += H o [ K*(X-B) + K(O).(B-1/2) ], hides an 
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interesting behavior. For each site i, neuron i evaluates asynchronously its new output B+(i) 
= H [ (K*(X-B))(i) + K(0).(B(i)-I/2) ]. We notice :1K(0).(B(i)-l/2) I < K(0)/2. 

Let us consider three cases: 
(K*(B-X))(i) <-K(o) /2  ~ B+(i)=l.  

-K(0)/2 < (K*(B-X))(i) < K(0)/2 ~ B+(i)=B(i). 
K(0)/2 < (K*(B-X))(i) ~ B+(i)=0. 

So neuron i acts like an hysteresis inverter with input (K*(B-X))(i). The hysteresis cycle 
and the functional notation Hinv (standing for Hysteresis Inversion) are illustrated on fig.4. 
We thus reach a very simple and compact expression of the evolution equation, where the 
index of Hinv is the hysteresis cycle width : 

B-~ HinvK(0) o [K*(B-X)]. (2) 

The hysteresis inversion indeed appears as fundamental non-linearity. The hysteresis 
cycle width is responsible for the convergence properties of the whole network. In the 
present case, K(0) is the lower bound insuring convergence. This is corroborated by results 
presented in [8]. 

IV.2 Resistive and switched capacitor implementations 
We have insisted in the previous section on the key role played by simple resistive 

networks for a highly compact implemention of appropriate shift-invariant synaptic 
weights. A one-dimensional version is shown in fig.3. Horizontal resistors are identical and 
called diffusion resistors with value Rd. Vertical resistors are identical, connected to 
ground, and called leakage resistors with value R1. Input currents Xi diffuse all over the 
network contributing to the node voltages Vj. This process is linear such that we get V = 
K'X,  where K is a characteristic convolution kernel depending on the sole ratio R1/Rd. The 

shape of K is a direct consequence of Kirschhoff laws. In fact, the inverse of K for the 
convolution operation is a slightly modified laplacian filter. We show in [10] that this 
character is optimal for the halftoning problem. 

Much of the work is done now, and the transcription of the transformation equation (2) 
into a resistive electronic circuit is straightforward : 

Figure 5 : One-dimensional resistive neural halftoning network. 

The structure turns out to be so simple and regular that about 10 4 of those neurons can be 
interconnected in the same circuit ! Anyway the sum of permanent currents in a classical 
CMOS circuit would lead to an excessive power consumption. Using transistors in weak 
inversion is a potential solution to lower current values, as shown in [4]. But we prefered to 
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replace resistors by switched capacitors. The advantages were a natural power 
consumption limitation, a better noise immunity and peculiar properties which led us to a 
further decrease in the number of transistors used per site (eventually 17, including a 
serpentine scanpath). Compared to the resistive version, the need for linear voltage- 
controlled current sources disappears because capacitors provide natural media between 
voltages and charges. We have indeed come up with a neat and compact cell layout (85gm x 
85gm in a standard 2gm CMOS technology) using photodiodes. However a potential 
drawback of the use of capacitors is the introduction of a synchronous aspect, which 
demands some care about neural convergence properties. 

At the time being, we unfortunelately cannot give more information about the actual 
implementation because it is currently being protected by a Iicence. 

IV.3 Picture Processing Examples 

~ N . . ~  

Figure g : Neural halftoning (left) versus 2-D Error Diffusion (right). 

Figure 6 allows the comparison between our halftoning procedure (the neural 
convergence was simulated on computer) and the best existing halftoning technique 
according to [13], that is error diffusion with a randomized Floyd and Steinberg filter. The 
appreciation is left to the reader. "Lena" is a classical picture processing example. 

V CONCLUSION 

Even if the step towards a real cooperation between the different layers of our retina is 
shy, this paper demonstrates it is technologically realistic to associate digital and analog 
processing inside a monolithic vision circuit. Our very goal now is to use the wide variety 
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of  non-linear functionnalities implementable by NCP's to bias the behavior  of  a general 

purpose underlying analog layer, in order to achieve a programmable  neural sensor. 
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