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ABSTRACT 

A radial basis functions neural network is trained to approximate speech spectrograms. 
We show that such approximations can be useful as a method of extracting known dis- 
criminatory features in speech patterns, using CV transition examples. We also argue 
that such an approximation to a joint time frequency representation can be seen as a de- 
scription, of the dynamics of speech patterns, that does not make uniform segmentation 
across different frequency bands. 

I N T R O D U C T I O N  

N e u r a l  n e t w o r k s  for  speech  

Nowadays there is much interest in applying neural networks for classification and fea- 
ture extraction of speech signals. Most of this interest is centred around the non linear 
classification capabilities of multi layer neural networks. In applying neurM networks 
to such classification, we assume the existence of a class boundary in the particular 
input vector space. The task of the network is to approximate this boundary by a set 
of splines. In this application as pure classifiers, a network's performance is determined 
by many factors such as the distribution of examples in the vector space, which of the 
many solutions is reached by large networks trained with finite data sets etc. Recent 
results (Cybenko, 1989) show that a sufficiently large network, with one hidden layer, 
can approximate any function. In speech recognition, this means, however bad the front 
end analysis is, we can train a large network to classify all the training data correctly. 
Generally, we have no control over whether the class boundary we estimate with a finite 
set of training examples is based on the underlying discriminatory cues of the acoustic 
signM. 

There have been attempts to use neural networks to develop a better understanding 
of speech signals. One of these attempts is the so called 'auto-associative mapping' 
(Rumelhart e~. a/., 1985; Elman ~ Zipser, 1987). Here, a multilayer network is trained 
by error back propagation, with the input and target output held equal. If the in- 
termediate layer is of fewer units than the input (and output) layers, some form of 
'information squeezing' is said to occur. What the hidden units model after sufficient 
training are taken as useful features of the input distribution. Clearly, for minimum 
mean squared error as training criterion, the hidden units should model the compo- 
nents in the input distribution that account for large variances in the data. Bourtard 
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et. aJ. (1987) showed the relationship between autoassociative mapping and princi- 
pal component analysis. The second attempt by several authors (e.g. Peeling et. M., 
1986) is to train a multilayer network to classify speech patterns and then study the 
representations formed by the hidden units. The hope here is that these units will de- 
velop compact, discriminatory representations. Hidden unit analysis, however, is often 
difficult, and is possibly as complex as analysing the raw data! 

Current neural network approaches to speech recognition and feature extraction do 
not attempt to use the understanding we have about speech patterns from studies in 
phonetics. This is largely because, phonetic knowledge is primarily qualitative and 
is not available in computationally useful forms. We also do not have methods of 
formulating a priori knowledge about environments into conventional neural networks 
(but see Kawahara, 1988). 

In this paper, we attempt to exploit the view of neural networks as methods of multi 
variable interpolation (Broomhead ~: Lowe, 1988; Lapedes & Farber, 1987). We train 
a network to approximate speech spectrograms. The spectrogram is a time frequency 
representation of speech. It contains sufficient information about the speech, to allow a 
trained person to decode the pattern to a reasonable accuracy. Also, image processing 
methods have been applied to spectrograms to extract useful features from it. Such 
features (the ~speech sketch') have been used in rule based classification systems. The 
network has two inputs (time & frequency), one output (the value of the power at 
that point) and a number of hidden units. The hidden units are of the Radial Basis 
Functions type (see later), and each unit approximates a certain region of the time- 
frequency distribution. 

S P E C T R O G R A M  A P P R O X I M A T I O N  

Radial Basis Functions 

Radial Basis Functions (Powell, 1985; Lancaster et. M., 1987) is a method of multi 
variable interpolation and can be viewed as a special ease of the Potential Functions 
method of Aizerman et. M. (1964). Given a set of M points xi, i = 1, ..., M in a vector 
space, and correosponding real values fi at these points, the interpolation function in 
the RBF method is written as a weighted sum of m basis functions: 

m 

g(x)  =  ),j¢(tlx - x tl). (1) 
j = l  

The vector x2 corresponds to the location of the jth basis function. As a method of 
interpolation, the number of functions is usually taken to be equal to the number of 
data points and the locations are fixed on the data points. In this simple case, the only 
unknowns are the weights ,~j and the estimation problem is linear in these weights. It 
is also possible to have a fewer basis functions, located either at a random subset of 
the training data or on a few typical locations found by elustering the distribution of 
data points. In this case, the interpolation conditions (g(xi) = fi) cannot be exactly 
satisfied at the data points. A least squares solution ean be found by Singular Value 



199 

Decomposition type methods. Robinson et. al. (1988), compute the weights as well 
as the locations by a gradient descent procedure which is an extension of the back 
propagation algorithm. 

Such an interpolation method can be easily extended to do pattern classification simply 
by setting appropriate target values for different classes. Usually, for a two class prob- 
lem, we set the targets at 0 and 1 for the two classes respectively. Multi class problems 
can be handled by several functions of the form (1). Broomhead et. a/. (1987) interpret 
an RBF classifier as a two layer neural network. Units in the first layer compute non 
linear functions o f  distances and can be called Spherically Graded Units (Hanson & 
Burr, 1987). 

When used as a classifier, the RBF method approximates a class boundary by a set of 
hyperspherical segments. An example of the decision surface and class boundary formed 
by an RBF network is shown in Figure 1. 

INPUT X 

]1'°°/I 
iiiiiiiiiiiiiiiiiiiiiii=iiii,!!ilJ!   ==- . . . . .  

/...=o 
x ~ c a l l y  graded unite 

Figure  1: Two layer network with Radial Basis Functions 
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R B F s  for s p e c t r o g r a m  a p p r o x i m a t i o n  

To model spectrograms, we use Gaussian functions as the ¢(.) functions. Thus, 

Where, 

rn 

~(t,f) = ~ ~i¢~(x) (2) 
j=l  

Cj(x) = exp[(x - m j ) t R f l ( x -  m j)] (3) 

R is a 2X2 matrix and the vector x = It, f]t. Clearly, this expression denotes a multi 
modM Gaussian approximation of the input distribution in two dimensions, m j  and R j  
denote the means (location) and covariances (range of influence) of each of the modes. 

Given a spectrogram S(t ,  f) ,  t = 1, ...T, f = 1, ..., F we estimate the unknown param- 
eters Aj, Rj ,  and m j  by minimising the error, 

E = ~ - ~ - ~ { S ( t , f ) -  :~(t,f)} 2 (4) 
t I 

by gradient descent. The elements of the gradient vector are given by the following 
equations (for a general derivation, as an extension to ba~kpropagation, see Robinson 
e*. ~., (198s)). 

OE 
= F , ~ { s ( t , f ) -  ~(t , f)}-g(x~) (5) 

OAj t f 

With respect to one of the diagonal elements of R,  

OE 
= ~ ] Z { s ( ~ , s ) -  ~ ( ~ , s ) } - g ( x ~ ) { ( x , - ~ , )  ~} (6) 

Oall,j t f 

With respect to one off diagonal elements of R, 

OE 
- ~ ' - ~ { S ( t , f ) -  S ( t , f ) } - g ( x j ) { ( x l - r n , ) ( x ~ - m u ) }  (7) 

0°'12,j t f 

and with respect to one of the terms in the mean vector, 

0E  _ E E { s ( t ' s )  - S(t'S)}-g(xj) {(°'12+°21)m2 - cr12x2--CrllX1-}-2allml } 
Oral 'J t f 

(s) 

Where, gj is the output of the j t h  hidden unit. 

The error minimised in the above method is the global error over the entire spectrogram. 
Satisfying this, means most of the units will attempt to model the high energy regions. 
In the CV transition example considered here, the units converged onto the vowel region 
all the time. Thus a modified error measure is used to emphasise local properties. This 
localisation is done by imposing a two dimensional Hamming window on the data, 
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around the location of each unit. The width of the Hamming window is restricted to T 5 
F in the time and frequency directions. Such a windowing, although defined in an 

ad hoc manner, does not allow the units to find the global minimum of E in (). The 
units are forced to model high energy regions in the vicinity of their initial state. 

A n  e x a m p l e  

Three examples of the RBF network approximation to spectrograms are shown in Figure 
2. The utterances shown here are the CV t r a n s i t i o n s / g a / a n d / h a / .  In these, we know 
(and can see from Fig. XX), that the primary discriminatory information is in the 
movement of the second formant. In each of these examples, the number of RBF units 
was fixed at 6. 

i l l ltl lU Ill t l ,  I 

L u  

Figure  2: Spectrograms and RBF approximations f o r / g a / & : / b a /  
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A C L A S S I F I C A T I O N  E X P E R I M E N T  

This section describes an experiment for classifying two CV t r a n s i t i o n s , / g a / a n d / b a / .  
This is an example where, we know that the major discriminative feature is in the slowly 
varying transition from the consonant to the vowel. We describe how the discriminative 
feature extracted from the RBF network can be used to classify these two transitions, 
and compare the results with an RBF network classifier to which takes the spectrogram 
as a high dimensional input vector. Note, the difference is that in the first case, we 
are looking at explicitly programming in the network some a priori knowledge about 
this particular example. The task of the network then reduces to finding that a priori 
discriminative feature, from the input data. In the latter, we simply use the RBF 
network as a non linear classifier, which estimates a class boundary (in terms of a 
number of hyperspherical splines) from the training subset. 

With the RBF feature extractor, applied to this particular example, the discriminatory 
feature we want the network to track is the movement of the second formaat; a rising 
of frequency for / ba /  and a lowering for /ga/ .  This information is contained in the 
covariance matrix of the unit in the network that models the corresponding region of 
the spectrogram. The direction of the first principal component of this unit can be 
taken as the decision; i.e. when the first principal direction makes a positive angle with 
the time axis, the utterance is a / b a / a n d  when this angle is negative, the utterance is 
classified a s / g a / .  

20 repetitions of these two utterances wer recorded from two speakers (one male and one 
female), and digitised at 10kHz. Spectrograms were calculated by applying a 128 point 
FFT, with a window shifting every 50 samples. The spectrogram was then smoothed by 
convolving with a 2-D Gaussian function. A subset of 20 utterances from each speaker 
were used as training data for the RBF classifier, with an input dimensionality of 50, 
and 40 hidden units. The 50 input points were taken from a regular grid (10 frequency 
X 5 time) towards the begining of the utterance. The remaining 40 utterances were 
used as test data. The number of correct decisions is shown in the table below. 

METHOD NO. CORRECT 

RBF classifier 28 
RBF feature extractor 22 

D I S C U S S I O N  

We have used a two layer neural network of radial basis functions units to approximate 
a speech spectrogram. This has been used to extract useful discriminatory features and 
applied to a simple classification problem with CV transitions. Here, the task of the 
neural network is nothing more than an exercise in surface fitting. 

With this straightforward application of using an RBF network for surface approxima- 
tion of a spectrogram, we wish to illustrate two points about the application of neural 



203 

network based methods to speech pattern processing. Firstly, the use of a priori knowl- 
edge in designing neural networks. In the example shown in this paper, this knowledge 
takes the form of the direction of movement of the second formant. Such knowledge 
is mapped onto the architecture of the network. The task of the network becomes 
one of detecting this feature that has been programmed into its architecture. Note 
the contrast to conventional approaches where, networks are purely used as classifiers, 
extracting statistically dominant features of the training data only. 

The second point we wish to make is that of segmentation. Conventional models of 
speech pattern dynamics, such as the hidden Markov model or Temporal Decomposition 
(Niranjan et. M., 1987), segment the speech signal uniformly across all frequency bands. 
Clearly, for the CV transitions depicted in Fig. 2, this is incorrect. The dynamics of 
acoustic cues, about the underlying phonetic information, seem to change differently in 
different bands. Thus, there is a need for a description that jointly varies with time 
and frequency, rather than labels that describe specific regions in time. The description 
provided by the network in this paper, we believe, is a first step towards such a joint 
time frequency segmentation. 

Our current work concentrates on optimising the ad hoc parameters mentioned earlier, 
and on applying the RBF network to a larger number of examples. 
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